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Decision-makers often make choices on behalf of others, e.g., doctors prescribe treatments for patients.
However, it may be hard to control how well a decision-making agent represents her principal, as the latter is
usually unaware of which decision is right, which is why she delegates the choice. Similarly, it is problematic
to judge agents based on the consequences of their choices, as we might then identify bad agents only once
damage is done, e.g., patients are harmed by misdiagnoses. Thus, our aim is to assess the process of reaching
a decision rather than its outcome. We plan to do so based on the way in which people collect information
prior to choice, which can be monitored by tracking their eye movements.

Existing research suggests that factors crucial for decision quality, such as increased experience or
motivation, tend to make people more different from each other in terms of choosing what information to focus
on. To paraphrase the opening of Leo Tolstoy’s Anna Karenina: ‘All uninformed decisions are the same, each
informed one is informed in its own way.” We aim to show that, conversely, considering the extent to which a
person’s pre-decisional eye movements were unusual rather than typical can be used to decide if the decision
process was informed by experience (which is usually a good thing) or not.

The main difficulty in achieving this objective is that, due to every informed process being potentially
distinct, it is difficult to specify what good decision-making should look like in terms of the accompanying
eye movements. In particular, we cannot assume that good decision processes should be similar to those that
led to good results in the past. This is because, for example, a misdiagnosed patient could still make a full
recovery, and we might then mistakenly consider the doctor’s reasoning an example of a good decision process.

To solve this problem, we propose to use an artificial intelligence technique known as ‘anomaly
detection’. This is an example of a so called ‘unsupervised’ approach, because predictions can be made without
directly presenting the algorithm with labelled training examples of ‘good’ vs. ‘bad’ decision processes.
Instead, a process is assessed based not on whether it has certain features, but on how ‘anomalous’ it is, i.e.,
how much it differs from other observed processes in terms of the accompanying eye movements.

In order to measure precisely how anomalous a given eye movement sequence (‘scanpath’) was, we
will use an artificial intelligence ‘compression’ technique that will convert each scanpath into a point on a
surface in such a way that similar scanpaths (those where the viewers looked at similar things at similar times)
will be mapped to neighbouring points. Any ‘solitary’ scanpath without close neighbours on the surface will
then be considered anomalous or, using another term, idiosyncratic.

In our first experiment, the question we ask is: under what conditions would being more experienced
and better informed result in more idiosyncratic scanpaths? Participants will have to judge if an object with
certain properties (‘target”) is present on the screen, having received cues as to where, if at all, it is likely to be
found. We hypothesise that when the cues are affected by noise and can point to different screen areas,
receiving more of them will result in the scanpaths registered during the target search being more idiosyncratic.
This would suggest that scanpath idiosyncrasies might be used in decision process assessment - as they indicate
the extent to which the decision-maker’s attention is guided by individual knowledge and experience.

In the remainder of the project, we will conduct three further experiments designed to exploit the above
finding, by using anomaly detection to assess decision processes involved in real-world problems. First, we
will aim to predict if a person (playing the part of a court or police witness) has correctly stated whether or not
she had previously seen a face shown in a photo. We will do so based on whether the scanpath while viewing
the photo was idiosyncratic (we expect that the experience of having already seen the face would lead to more
idiosyncratic scanpaths). Similarly, we will aim to predict if a person attempting a crowdsourcing task (like
those posted by businesses online on the Amazon Mechanical Turk marketplace) provided a quality,
experience-informed answer. Finally, we will seek to detect bias against minority groups in hiring decisions
based on whether or not the recruiter’s scanpath while viewing a CV was more idiosyncratic than those
associated with similar but anonymized CVs. In this case, the fact that a recruiter seems to engage more of her
individual experience when a minority candidate’s name (and hence, her group identity) is revealed would
suggest that the said identity plays a part in the candidate’s assessment, and that her qualifications are not
judged objectively.



